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Abstract Given that a gene has a high (or low) synony-

mous substitution rate in one mammalian species, will it

also have a high (or low) synonymous substitution rate in

another mammalian species? Such similarities in the rate of

synonymous substitution can reveal both selective pres-

sures and neutral processes acting on mammalian gene

sequences; however, the existence of such an effect has

been a matter of disagreement. We resolve whether such

synonymous substitution rate similarities exist using 7462

ortholog triplets aligned across rat, mouse, and human, a

dataset two orders of magnitude larger than previous

studies. We find that a gene’s synonymous substitution rate

in the rat-mouse branch of the phylogeny is correlated with

its rate in the branch connecting human and the rat-mouse

ancestor. We confirm this for several different measures of

synonymous substitution rate, including corrections for

base composition and CpG dinucleotides, and we verify the

results in the larger mouse-human-rat-dog phylogeny. This

similarity of rates is most apparent for genes in which

synonymous sites are well conserved across species, sug-

gesting that a significant component of the effect is due to

purifying selection. We observe rate correlations at a res-

olution as fine as a few hundred kilobases, and the genes

with the most similar synonymous substitution rates are

enriched for regulatory functions. Genes with above-aver-

age substitution rates also exhibit significant, though

somewhat weaker, rate correlations, suggesting that some

neutral processes may have persisted in the phylogeny as

well.
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Introduction

An important issue in comparative genomics is the simi-

larity of substitution rates across species, i.e., whether the

substitution rate of a sequence in one branch of a phylog-

eny is correlated with the substitution rate of its ortholo-

gous sequence in other branches (Chimpanzee Sequencing

Consortium 2005; Hurst and Pal 2001; Smith and Hurst

1998; Smith et al. 2002; Williams and Hurst 2002). This

similarity of substitution rates across species has been

previously referred to as repeatability (Smith and Hurst

1998), similarity of relative rates (Bulmer et al. 1991), rate

constancy (Langley and Fitch 1974), and, in the context of

gene sequences, as gene specificity of substitution rates

(Mouchiroud et al. 1995; Williams and Hurst 2002). Fol-

lowing the terminology of Smith and Hurst, if a gene has a

similar substitution rate in two lineages, we say that the

gene’s substitution rate is ‘‘repeatable.’’

Such repeatability in substitution rates can indicate both

selective pressures and neutral processes. For example, if a

sequence has a low substitution rate among several species,
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it is common to take this as evidence that the sequence is

functional and has been under purifying selection in each

species (Boffelli et al. 2003; Hardison 2003; Rat Genome

Sequencing Consortium 2004; Xie et al. 2005). This is

simply another way of saying that the sequence is con-

served across multiple species. On the other hand, simi-

larities in substitution rate can also be informative for

understanding the neutral processes that influence mutation

and how these processes may change over time. For

example, Bulmer et al. (1991) searched for local neutral

mutation processes that have persisted across species by

comparing synonymous site substitution rates in ortholo-

gous mammalian genes, under the assumption that such

synonymous sites are neutral. Recently, these selective and

neutral perspectives have intersected, as it has become

apparent that sites that had previously been presumed to be

neutrally evolving and, particularly, mammalian synony-

mous sites, can also be under selection.

A central characteristic of the molecular evolution of

mammalian genomes is that neutral mutation rates vary by

location (Chimpanzee Sequencing Consortium 2005;

Chuang and Li 2004; Gaffney and Keightley 2005; Hard-

ison et al. 2003; Lercher et al. 2004; Smith et al. 2002;

Wolfe et al. 1989). Because synonymous sites in coding

sequences do not affect the encoded protein sequence,

these sites have often been used to assess the regional

neutral processes acting within genomes (Graur and Li

2000). Early studies into the cross-species similarity of

mammalian synonymous substitution rates were conducted

more than a decade ago by Bulmer et al. (1991) and

Mouchiroud et al. (1995), who each analyzed datasets of

several tens of genes and concluded that substitution rates

were correlated between orthologous genes in different

mammalian lineages. Because mammalian synonymous

sites were believed to be neutral, this finding was inter-

preted to indicate that local neutral mutation processes (for

both high and low substitution rates) could persist across

species. These results were later called into question by

Williams and Hurst (2002), who analyzed 116 genes and

concluded that the previously observed correlations were

artifacts of certain mutation models. These conflicting

findings suggest the usefulness of a larger study that could

provide more robust conclusions.

More recently, several groups studying selection on

mammalian synonymous sites have observed strong mul-

tispecies synonymous site conservation in blocks within a

number of genes (Chamary and Hurst 2004; Chamary et al.

2006; Hurst and Pal 2001; Schattner and Diekhans 2006;

Smith and Hurst 1998; Xing and Lee 2005). It has also

been observed that synonymous substitution rates are

generally lower than those of pseudogenes (Bustamante

et al. 2002) or intergenic sequence (Hellmann et al. 2003).

Such studies have provided evidence for purifying

selection (reviewed in Chamary et al. 2006), some of which

may be explained by functions related to splicing (Fair-

brother et al. 2004; Parmley et al. 2006; Xing and Lee

2005), mRNA secondary structure (Chamary and Hurst

2005), or transcription (Kudla et al. 2006). Purifying

selection would be expected to lead to repeatable (low)

synonymous substitution rates, a prediction incongruous

with the earlier studies in which rates were found to not be

similar across species. This inconsistency could potentially

be resolved through a more complete characterization of

genes’ synonymous substitution rates and through a dis-

section of which genes have the most repeatable synony-

mous substitution rates.

In this article we revisit the issue of repeatability of

synonymous substitution rates, using genome-scale data-

sets to resolve the previous discrepancies. We use data

from the mouse, human, and rat genomes, with of the

order 70· more genes than in previous studies. First, we

clarify whether synonymous substitution rates are

repeatable by measuring correlations in substitution rates

in two separate lineages. We find that these correlations

are significant, and we test the robustness of this finding

using several different models for inferring the synony-

mous substitution rate. We then assess whether selective

and/or persistent neutral effects contribute to these cor-

relations. Finally, we extend our results to a set of or-

thologous genes shared among mouse, human, rat, and

dog. This allows us to further validate our results and

also characterize how the repeatability of synonymous

substitution rates—and hence the selective pressures and

neutral processes on each gene’s synonymous sites—

have changed over time.

Materials and Methods

Calculation of Normalized Substitution Rates

We calculated a list of ortholog triplets of mouse, rat, and

human genes, using data downloaded from Ensembl

(www.ensembl.org). The data were taken from human

build NCBI35, mouse build NCBIM34, and rat build

RGSC3.4, as of September 2005. We used the set of all

known peptide sequences (pep.known-ccds for humans,

and pep.known for mouse and rat) and determined reci-

procal best BLAST (Altschul et al. 1990) matches (with a

minimum significance of 1e-10) between pairs of protein

sequences in each species. An ortholog triplet was accepted

if the reciprocal best-hit relationship was satisfied for each

of the three species pairings. CLUSTALW was used to

calculate peptide alignments, which were then used as

templates for alignments of cDNA, yielding 8487 aligned

orthologous cDNA sequences.
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The fourfold sites common to the three species were used

to calculate substitution rates along each of the evolutionary

branches: human to the rat-mouse ancestor and rat to mouse.

Fourfold sites were defined to be third base positions for

fourfold degenerate codons and in which mouse, rat, and

human had identical bases in the two positions preceding and

one position succeeding the fourfold site (to control for

neighbor effects and tandem substitutions). To infer the

substitution rate between human and rat-mouse ancestor, we

used a parsimony assumption, restricting ourselves to the set

of fourfold sites in which rat and mouse have the same base.

For these sites, the common rat-mouse base was compared to

the human base. For the mouse-rat lineage, we used all of the

common fourfold sites. The overall percentage of non-

matching rat-mouse sites was <prm> = 14.9%, and in the

human-rodent common ancestor lineage, the percentage was

<prod-hu> = 27.5%.

For each gene the fraction of nonmatching fourfold sites

was measured and normalized to correct for stochastic finite-

size effects to yield rates rr-m and rrod-hu following a proce-

dure described in Chuang and Li (2004). This involved

defining an expected standard deviation r based on the

number of fourfold sites, N, in the gene, with

rðNÞ �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

\p [ ð1�\p [ Þ=N
p

: This standard deviation

was then used to recalibrate the observed percentage of non-

matching sites, p, to a normalized rate r : (p � <p>)/r(N),

which yielded a rate distribution that was zero-centered and

whose standard deviation was of order 1. On average, each

gene had 166 fourfold sites and 141 sites identical between rat

and mouse. For these values, rates within r of the genome-

wide frequency of nonmatching sites <p> would be from

0.149 ± 0.028 for the rat-mouse lineage and 0.275 ± 0.038 for

the rodent-human lineage. As a correction for base compo-

sition effects, the quantities <p> and r(N), used to calculate

rr-m and rrod-hu, were recalculated based on the mouse or

human base composition at the fourfold sites, respectively

(Chuang and Li 2004). For example, for calculating the rat-

mouse normalized rate for a given gene, we redefined

\p [ ¼
X

a¼ACGT

fa\p [ a;

where <p>a is the genome-wide average substitution rate

of all mouse fourfold sites of type r and fa is the fraction of

mouse fourfold sites of type r in the gene of interest. A

similar weighting was performed to redefine r, but with the

linear weighting on the variance, i.e.,

rðNÞ ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

P

a¼ACGT

fa\p [ að1�\p [ aÞ

N

v

u

u

t

:

In practice this weighting had little effect on the rates.

The weighted and unweighted rates had a correlation of

0.997 for the rat-mouse rate and a correlation of 0.989 for

the rodent-human rate (Supplementary Data 1). It is

possible that the restriction of certain analyses to bases in

which rat and mouse coincide could bias those analyses

toward bases that tend to be conserved across all species.

However, the use of a z score mitigates this problem

because it adjusts for any systematic bias.

In a preliminary analysis of the data, we found that

correlations between the lineages could be significantly

affected by genes with outlier rate values. To limit such

effects from potentially spurious orthologs, we further

restricted our rat-mouse-human orthologs to those in which

the corresponding cDNA sequences also satisfied a three-

way mutual best-hit relationship. This refined our dataset to

7462 high-confidence orthologs, which were used for all

subsequent analyses.

For the dog analysis, 6250 1:1:1:1 orthologs were

obtained using reciprocal best BLAST hits. The dog build

was the BroadD1 build, which was downloaded from En-

sembl. Normalized substitution rates were calculated using

a procedure similar to that for the rat-mouse-human data-

set. Rat-mouse rates and human-dog rates were each cal-

culated using all aligned fourfold sites. Rates from the rat-

mouse ancestor to the human-dog lineage were calculated

by using only sites in which rat agreed with mouse and dog

agreed with human. The fly data were downloaded from

Flybase, using builds dmel-r4.0 and dpse-r1.03. Note that

in each multispecies analysis, <p> and z scores were

recalculated based on the appropriate set of orthologs; this

corrects for systematic biases in p that might be associated

with that set of orthologs.

Other Substitution Rates

The parsimony criteria for the rodent-human branch were

chosen to ensure that the rates rr-m and rrod-hu were calcu-

lated from independent data. However, we also considered

a normalized rate based on the alternative rodent-human

measure (prat-human + pmouse-human � prat-mouse)/2, which

uses all the fourfold sites in each gene. We calculated the

Pearson correlation of this measure with rrod-hu. The cor-

relation was 0.98, indicating that our results were not

dependent on the restriction to only sites in which rat and

mouse agree. For the Tamura-Nei, K80, REV, and CO-

DEML maximum-likelihood mutation rate inferences,

calculations were performed using PAML (Yang 1997).

Simulated Mouse-Rat-Human Sequences

PAML was also used to evolve simulated mouse-rat-human

orthologous sequences. A ‘‘master set’’ of TN93 mutation
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rates (without parsimony) was first inferred on each branch

of the phylogeny, using the complete set of fourfold sites in

all 7462 genes. The master rates correspond to the tree:

((Rat 1: 0.0857, Mouse 2: 0.082): 0.179, Human 3: 0.184).

For each gene we then evolved a simulated set of mouse-

rat-human sequences, with the same number of fourfold

sites as the real gene. The simulated mutation rate along the

(human- (rat-mouse ancestor)) branch was set equal to that

of the real gene sequence, and the other rates were scaled

proportionally using the rates in the ‘‘master set.’’ The

starting base composition of the ancestral sequence was

chosen using the genome-wide average fourfold base

composition of all three species: (T, C, A, G) = (0.222,

0.321, 0.202, 0.255). For example, for the ortholog triplet

(ENSRNOP00000010032, ENSMUSP00000046233,

ENSP00000330284), the inferred TN93 mutation rate was

0.963 along the branch connecting the human to the rodent

ancestor. We therefore created a set of simulated sequences

for this gene using the scaled tree ((Rat 1: 0.0857, Mouse 2:

0.082): 0.179, Human 3: 0.184) * 0.963/(0.179 + 0.184).

After the simulated sequences were generated, rates were

inferred as for the real dataset.

Genome-wide and Local Correlations

P values for the genome-wide and chromosomal Pearson

correlations were calculated using a standard t test, as

implemented in the Python STATS module.

For the local correlation analysis, on each human

chromosome we calculated the Pearson correlation of rr-m

and rrod-hu within a moving window of 15 genes (average

width = 5.5 Mb). For alternatively spliced genes, we used

only the longest version of the gene in any window. P

values for the local correlation were assigned based on a

bootstrapping procedure applied to each chromosome

individually, which corrects for the fact that different

chromosomes can have systematic biases in mutation rate

(Castresana 2002). For a given chromosome, we randomly

permuted the ordering of genes 1000 times, and for each

permutation we measured the maximal value of the Pear-

son correlation, cmax, over all windows. The observed

distribution of cmax values was used to determine the sig-

nificance of the correlation for any given window in the

observed chromosome data, i.e., for correlation c, the p

value of c was the fraction of the 1000 random permuta-

tions for which cmax was smaller than c. This method,

which is based on cmax rather than on the complete distri-

bution of all c values, was chosen to avoid biases caused by

the fact that certain gene permutations yield many windows

with strong correlation, whereas most permutations have

no windows with strong correlation. This method has an

expectation that if the observed chromosome data are

random, only one window should have p < 0.5. To identify

the genome-wide set of windows with significant correla-

tion, we tabulated those for which the p value was less than

1/23, since there were 23 chromosomes to be considered.

As described in the main text, we would expect only one

window in all the chromosomes to meet our cutoff criterion

by chance, but in actuality we observed a much larger

number of windows.

Gene Ontology Analysis

For each GO category, we calculated a normalized sub-

stitution rate (z score) based on the substitution rates of all

members of that category. The z score was defined to be

z � hriGO � hriall

rall=
ffiffiffiffiffiffiffiffiffi

NGO

p

where hriGO is the average substitution rate r for the genes

in the GO category, hriall is the average r for all of the

genes with Gene Ontology classifications, rall is the

genewise standard deviation, and NGO is the number of

genes in the category. The p value for z was determined

from the probability that a Gaussian-distributed variable

takes on a value greater than or equal to z. We limited our

analysis to the GO categories containing at least five genes,

of which there were 875, and accordingly set a significance

cutoff of p < 1/875 (|z| � 3.23), which corresponds to a

conservative Bonferroni correction. The z scores zrm and

zrod-hu indicate the level of silent-site conservation in each

branch of the phylogeny. A negative value indicates below-

average substitution, while a positive value indicates high

substitution.

We also calculated a z score for each category based on

its contribution to the correlation of the two lineages. In

this case, instead of using an r value for each gene, we used

the quantity x : (rr-m � <rr-m>) · (rrod-hu � <rrod-hu>).

This quantity is proportional to each gene’s contribution to

the Pearson correlation, i.e.,

zcorr �
hxiGO � hxiall

rallðxÞ=
ffiffiffiffiffiffiffiffiffi

NGO

p ;

where rall(x) is the standard deviation of x over all genes.

To calculate whether any GO categories were overrep-

resented among the 670 genes in highly conserved local

regions, we used hypergeometric statistics. For each GO

category, we identified the number of genes in this set that

were in the specified category. This number was compared

to the number of genes in the category within the complete

set of 7462 genes. The hypergeometric probability of

having this many genes or more in the category was cal-

culated exactly using Mathematica. This was supplemented

J Mol Evol (2007) 65:236–248 239

123



by a parent-child union analysis performed with Ontolo-

gizer (Steffen et al. 2006) to correct for parent-child rela-

tionships in the Gene Ontology pseudohierarchy.

Ontologizer was also used to assess the significance of

finding multiple categories related to gene regulation

among the 5% of all genes with the largest values of x,

using a parent-child union analysis and a Bonferroni cutoff.

Results

Synonymous Substitution Rates Are Similar Across the

Human-Rat-Mouse Phylogeny

We first measured synonymous site substitution rates

within the rat-mouse-human phylogeny and assessed the

repeatability of these rates across species. As shown in

Fig. 1, humans diverged from rodents approximately 80

Myr ago, and rats and mice diverged approximately 15 Myr

ago (Springer et al. 2003). Using the fourfold degenerate

synonymous sites alignable in all three species, we first

determined substitution rates in two evolutionary branches:

human to the mouse-rat ancestor (black) and rat to mouse

(red).

To determine repeatability, we measured the correlation

of synonymous substitution rates in the two branches

(Fig. 2). To guarantee independence of the data, the rates

were inferred from distinct datasets according to a parsi-

mony criterion. While the rat-mouse rates were calculated

using all of the fourfold sites, the human- (mouse-rat

ancestor) rates were inferred using only those sites for

which rat and mouse shared the same base, and it was

assumed that this was the ancestral base of the two species.

The observed substitution rates were then mapped to z

scores based on the observed number of substituted four-

fold sites, the expected number of substituted fourfold

sites, and expected variance, yielding rates rrm and rrod-hu

(see Methods). Because our z score is zero-centered and

corrects for length effects (i.e., the greater expected vari-

ance in rates for genes with small numbers of fourfold

sites), this method allows one to compare substitution rates

from different lineages and different genes on a single

scale. This z-score approach also corrects for systematic

biases that may arise from choice of dataset. This method is

also less prone to distortions from genes with substitution

levels above saturation, which may have spuriously high

inferred rates in maximum-likelihood approaches. To cor-

rect for base composition effects, the expected number of

substituted sites and expected variance were linearly

weighted according to the composition of the gene’s

fourfold sites and the values expected for each type of base

(see Methods).

For a dataset of 7462 genes, the Pearson correlation was

found to be 0.2899, which has a statistical significance of

10�144 according to a standard t test. We further analyzed

Fig. 1 Phylogeny of Homo sapiens, Mus musculus, Rattus norvegi-
cus, and Canis familiaris. We calculated normalized synonymous

substitution rates for reciprocal best-hit orthologs along several

mammalian lineages: human-dog (blue), rat-mouse (red), human-rat/

mouse ancestor (black), and the lineage connecting the human-dog

branch to the rat-mouse ancestor (green dashes). The solid black line

indicates the branch measured by the rate rrod-hu and the red line

indicates the independent branch measured by the rate rrm. Phylogeny

and estimates of divergences times are from Springer et al. (2003)

Fig. 2 Correlation of normalized synonymous substitution rates

between the mouse-rat and human-rodent common ancestor lineages.

The two rates rrod-hu and rrm are significantly correlated (regression

line is shown in blue), illustrating the repeatability of synonymous

substitution rates. The effect is most prominent for several genes with

low substitution rates in both branches of the phylogeny and is weaker

at high substitution rates

240 J Mol Evol (2007) 65:236–248
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the correlations of rates along each human chromosome,

finding that the X chromosome and all but one of the

autosomes had significantly correlated mutation rates

(Table 1). The only chromosome with correlation p value

larger than 1/23 was chromosome 22 (p = 0.188). The rest

of the chromosomes had p values ranging from 0.012

(chromosome 21) to as low as 1.8 · 10�22 (chromosome 1),

with a median of 2.2 · 10�6. The correlation did not appear

to be due to CpG effects. A strong correlation of the nor-

malized rates remained even when fourfold sites overlap-

ping a CpG in any of the species were ignored (r = 0.3018,

p = 6.8 · 10�157), or under the more extreme restriction of

ignoring any fourfold sites with a preceding C or a fol-

lowing G (r = 0.1746, p = 3.7 · 10�52). Rates were also

strongly correlated when maximum-likelihood rates, rather

than z scores, were used. PAML inferences of the K80 (r =

0.1901, p = 1.1 · 10�61) and TN93 (r = 0.1741, p = 6.8 ·
10�52) substitution rates were both highly significant.

The correlations we observed were not dependent on the

parsimony assumptions of the model. We verified this by first

testing the relevance of restricting our analysis to only those

sites in which rat and mouse agree. To do this, we calculated

another z-score rate for the rodent-human branch using all

fourfold sites; this alternative z score was based on the

quantity (prat-human + pmouse-human � prat-mouse)/2, where the

pab indicates the fraction of substituted sites between species

a and b in the genes of interest. We found that the scores

calculated from this measure and the original method were

nearly indistinguishable (correlation of 0.98). The rat-mouse

normalized rate was still strongly correlated with this rodent-

human rate (r = 0.1920, p = 7.3 · 10�63), showing the

irrelevance of the site restriction assumption.

As a second test of the parsimony assumptions, we

performed TN93 and K80 maximum-likelihood rate

inferences with the dataset expanded to the full set of

fourfold sites and removing the assumption that sites in

which rat and mouse agree indicate their ancestral base.

We then inferred the substitution rates in each branch with

PAML. Following this procedure, we found weaker cor-

relations (TN93: r = 0.0454, p = 2.9 · 10�5; K80: r =

�0.0028, p = 0.8062) than were observed for the original

method. However, on manual inspection of the data, we

found that this lack of correlation was strongly biased by a

few outliers with extremely high substitution rates. These

high rates are probably artifacts of the maximum-likeli-

hood inference method, which produces large and unreli-

able rates when substitution is above saturation levels (note

that a parsimony assumption tends to skew rates down-

ward, mitigating these issues). Therefore, we removed all

genes with an inferred substitution rate greater than unity in

either branch (<4% of the genes) and recalculated the rate

correlations. This procedure resulted in recapitulation of

the strong correlation in the rates for both the TN93 mea-

surements (7331 genes, r = 0.2076, p = 3.3 · 10�72) and

the K80 measurements (7440 genes, r = 0.2336, p = 9.6 ·
10�93), as well as in a CODEML codon-based rate analysis

(7152 genes, r = 0.3216, p = 1.0 · 10�171). Thus, except for

these outliers, the rate correlation is strong for these models

as well. Because of this general robustness to different

models, results described below are based on rates using

the parsimony assumption, unless otherwise noted.

Similarity of Synonymous Substitution Is Consistent

with Selection

Having established that synonymous substitution rates are

correlated in these lineages, we then asked: Why does such

Table 1 Repeatability of silent substitution rates on each human

chromosome

Dataset Genes Pearson

correlation

p value

Chromosome 1 820 0.331 1.83E-22

Chromosome 2 471 0.358 1.13E-15

Chromosome 3 420 0.334 2.15E-12

Chromosome 4 268 0.285 2.19E-06

Chromosome 5 354 0.314 1.48E-09

Chromosome 6 379 0.342 7.67E-12

Chromosome 7 328 0.224 4.41E-05

Chromosome 8 263 0.316 1.65E-07

Chromosome 9 324 0.258 2.60E-06

Chromosome 10 296 0.238 3.41E-05

Chromosome 11 482 0.286 1.61E-10

Chromosome 12 405 0.368 1.86E-14

Chromosome 13 126 0.401 3.33E-06

Chromosome 14 252 0.325 1.30E-07

Chromosome 15 206 0.273 6.99E-05

Chromosome 16 328 0.133 1.58E-02

Chromosome 17 442 0.387 3.33E-17

Chromosome 18 91 0.277 7.79E-03

Chromosome 19 399 0.345 1.45E-12

Chromosome 20 267 0.220 2.86E-04

Chromosome 21 73 0.294 1.16E-02

Chromosome 22 169 0.102 1.88E-01

X Chromosome 235 0.234 2.98E-04

All chromosomes 7462 0.290 2.13E-144

All chromosomes,

CpG Sites excluded

7462 0.302 6.78E-157

Pearson correlations between the substitution rates rrod-hu and rrm are

given for each human chromosome. 21/22 autosomes had significant

correlation, and so did the X chromosome. Rates were strongly cor-

related on a genomic scale, with or without CpG sites. The total

number of genes differs slightly from the sum from all chromosomes

because a few genes did not have chromosome annotation. There

were no eligible ortholog triplets on the human Y
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similarity exist? One possibility is that selection has acted on

some synonymous sites, causing them to be conserved across

multiple species. This effect would cause certain genes to

have low substitution rates in each lineage. Another possible

contributing factor is the persistence of neutral mutation

patterns. It is well known that mammals have heterogeneous

neutral mutation rates along their genomes, and the repeat-

ability of substitution rates may simply indicate that the

pattern of such mutation rates has not yet diverged in the

different species. Recently, several groups have provided

evidence for selection on synonymous sites (Chamary and

Hurst 2004; Chamary et al. 2006; Hurst and Pal 2001; Sch-

attner and Diekhans 2006; Smith and Hurst 1998; Xing and

Lee 2005). We therefore examined our dataset to see if it was

consistent with such claims of selection.

Similarity is stronger for genes with lower substitution

rates

As can be seen qualitatively in Fig. 2, we observed that the

correlation of rates is stronger for genes with lower rate

scores, i.e., those with stronger sequence conservation.

Still, there is significant correlation for other genes (when

the 5% of genes with lowest rrm are excluded, the corre-

lation of rrm and rrod-hu is 0.20, with p = 6.3 · 10�64). Using

the average rate as the dividing point, we observed that the

genes with rrm < 0 have correlation r = 0.33 (3844 genes,

p = 1.2 · 10�99), and the genes with rrm � 0 have a

smaller but still significant correlation of r = 0.09 (3618

genes, p = 3.1 · 10�8). This type of asymmetry between

high and low substitution rates is consistent with purifying

selection acting on some genes. For such genes, purifying

selection will induce sequence conservation in the two

lineages, leading to the strong correlation at rrm < 0. For the

remainder of genes, persistent neutral mutation processes

will be the only relevant influence. Thus, the weaker cor-

relation at high substitution rates is due to these substitu-

tions largely reflecting the neutral mutation rate, without

being masked by the effects of selection.

This asymmetry is not due to differences in the numbers

of fourfold sites, N, in high- and low-rate genes. Our nor-

malized rate method corrects explicitly for N dependence

in the variance of rates, and the average N values for the rrm

� 0 genes (*172) and rrm < 0 genes (*167) are similar.

Might the asymmetry be an artifact of some other aspect

of our rate inference method? To test this, we created

simulated orthologous rat-mouse-human sequences using

the evolver program in PAML (see Methods). We chose

mutation rates for evolving the sequences by first inferring

a ‘‘master set’’ of TN93 mutation rates (without parsimony)

on each branch of the phylogeny, using the complete set of

1,407,616 orthologous fourfold sites in all 7462 genes. For

each gene we then evolved a simulated set of mouse-rat-

human sequences, with the same number of fourfold sites

as the real gene. In the sequence evolution procedure, the

input mutation rate along the (human- (rat-mouse ances-

tor)) branch was set equal to that of the real gene sequence.

The input mutation rates along the other branches were

then scaled to be proportional to this rate, with the pro-

portionality determined by rates in the ‘‘master set.’’ This

procedure provided a set of sequences with lengths and

absolute substitution rates similar to the real set, but with

repeatability of the underlying mutational process forced

explicitly.

Using this set of simulated sequences, we tested whether

the asymmetry between rrm < 0 and rrm � 0 was inherent

to the method of calculating rrm and rrod-hu. We found that

in the simulated set, there was no discernible difference in

correlation between the rrm < 0 set (r = 0.63, 3960 genes,

p < 10�250) and the rrm � 0 set (r = 0.61, 3502 genes,

p < 10�250). This can be seen qualitatively in Fig. 3. The

simulated data showed a strong overall correlation between

rrm and rrod-hu (r = 0.77, p < 10�250); however, unlike the

real data, the simulated data showed a strong correlation at

Fig. 3 Simulated sequences show no asymmetry in the repeatability at

high and low substitution rates. We evolved a simulated set of mouse-

rat-human sequences with the same distribution of fourfold sites and

rodent-human mutation rates as the set of real genes. For each gene, the

rates used to evolve the rat, mouse, and human sequences were given the

same ratios, forcing the substitution rates to be repeatable across

species. For this simulated dataset we then inferred the rates rrod-hu and

rrm, and these are plotted in the figure (regression line is shown in blue).

There was no noticeable difference in the correlations at rrm < 0

(Pearson correlation r = 0.63, 3960 genes, p < 10–250) and rrm � 0 (r =

0.61, 3502 genes, p < 10�250), indicating that the asymmetry in Fig. 2 is

not an artifact of the rate inference method
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both high and low substitution rates. This indicates that the

high/low asymmetry is not inherent to the method, and

suggests that the stronger repeatability at low rates in the

real set is due to selection.

The genes with ultraconserved coding sequences,

defined by Schattner and Diekhans (2006) to be those

containing a stretch of 60 codons with no more than five

synonymous substitutions between mouse and human, or a

stretch of 60 codons with at least three times as many

nonsynonymous substitutions as synonymous ones, are

illustrative of the connection between strong conservation

and repeatability of rates. A number of such genes overlap

with our dataset, and many have stretches that are almost

indisputably due to selection, e.g., our ortholog triplet

(ENSRNOP00000015831, ENSMUSP00000030315,

ENSP00000257075) contains a run of 147 consecutive

base pairs perfectly conserved across mouse, rat, and

human. Overall, for the 171 ultraconserved genes in our

dataset, we observed a much stronger Pearson correlation

between rrm and rrod-hu (r = 0.51, p = 1.1 · 10�12) than for

even the rrm < 0 set.

We also analyzed the GO categories with unusually

similar substitution rates across species. We found that

most had low substitution rates in each lineage, and many

were related to gene regulation. For example, the ten gene

families with the most similar rates across the phylogeny

included the categories nucleic acid binding, transcription

factor complex, transcriptional activator activity, and RNA

binding, and all of these families had below-average sub-

stitution rates at their silent sites (Table 2). Similarity of

rates was calculated via a z score zcorr from the values of

(rrm � <rrm>) · (rrod-hu � <rrod-hu>) for the genes in each

GO category (see Methods). Overall, we found 33 cate-

gories with significantly repeatable rates (minimum 5

genes, |z| > 3.23), and 25 of these have rodent-human

substitution rates below the genome-wide average. The full

set of categories is available in Supplementary Data 2. This

bias toward regulatory genes is consistent with the results

of Schattner and Diekhans (2006), who observed that genes

with ultraconserved stretches of codons often had regula-

tory functions. This bias toward regulatory functions is not

simply a consequence of the nonindependence of GO cat-

egories. An Ontologizer (Steffen et al. 2006) analysis,

which accounts for parent-child inheritance relationships,

of the 5% of genes with the highest values of (rrm � <rrm>)

· (rrod-hu � <rrod-hu>) yielded 19 overrepresented catego-

ries, with four containing the annotation ‘‘regulation’’

(including the top two categories) and two containing the

annotation ‘‘transcription.’’

Correlated substitution rates are often finely localized

Mutational environments have been measured to extend at

least 10�15 Mb in mouse, rat, and human, a scale

encompassing several tens of genes (Chuang and Li 2004;

Gaffney and Keightley 2005). However, purifying selec-

tion should act on single genes. We therefore checked if the

repeatability occurred at the scale of large mutational

blocks or whether repeatability occurred on a finer scale.

We observed a number of instances of strong local

repeatability. An example is shown in Fig. 4 (top), which

displays the region between 56 and 73 Mb on human

chromosome 2, which contains 41 orthologs. Rates in the

two lineages follow each other closely in trend and mag-

nitude, even though substitution rates differ significantly

from one gene to the next. We also found strong local

correlations when genes were ordered according to their

Table 2 Ten most correlated Gene Ontology categories in the rat-mouse-human phylogeny

GO ID Genes zr-m zrod-hu zcorr Description

GO:0030286 6 1.999 2.301 8.866 Dynein complex

GO:0030374 10 �3.306 �4.089 8.752 Ligand-dependent nuclear receptor transcription coactivator activity

GO:0045944 5 �2.969 �4.001 8.035 Positive regulation of transcription from RNA polymerase II promoter

GO:0003723 195 �4.158 �5.637 7.417 RNA binding

GO:0005667 10 �2.856 �2.542 7.036 Transcription factor complex

GO:0001701 5 �3.025 �1.753 6.475 Embryonic development (sensu Mammalia)

GO:0016563 38 �3.429 �3.958 6.332 Transcriptional activator activity

GO:0003676 199 �0.480 �1.933 5.801 Nucleic acid binding

GO:0005634 1279 �5.959 �4.940 5.729 Nucleus

GO:0006378 5 �2.158 �2.115 5.403 mRNA polyadenylylation

Shown for each category are the number of genes, a z score for the silent substitution rate of the genes in the rat-mouse lineage (zr-m), a z score for

the silent substitution rate in the rodent-human lineage (zrod-hu), and a z score (zcorr) for the contribution to the rate correlation between the

lineages. Negative values of zr-m and zrod-hu indicate low substitution rates. Positive values of zcorr indicate similar substitution rates in the two

lineages. The categories that contribute most to the correlation of rates tend to be related to gene regulation and have strong conservation of silent

sites across the species
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locations in the rat and mouse genomes. Figure 4 (bottom)

shows an example from mouse chromosome 9. These

observations are consistent with selection acting on the

silent sites of the genes. In principle, this effect also could

be caused by persistent neutral environments localized to a

few hundred kilobases, which is not implausible given that

some local neutral environments as fine as 100 kb have

been reported in comparisons of human to the great apes

(Reich et al. 2002). However, this second explanation

would also require that neutral microenvironments be able

to persist across divergences as far as human to the rodents,

a question that has not yet been resolved.

To assess whether the highly correlated regions such as

those shown in Fig. 4 could have arisen by chance, we per-

formed a bootstrap analysis. We measured the correlations of

rates in 15-gene windows along each human chromosome

and compared these to values measured for 1000 random

permutations of the gene ordering of the chromosome (see

Methods). Eighteen of the 22 autosomes, as well as the X

chromosome, had at least one 15-gene window with signif-

icant rate correlation. In total, we found 146 windows (each

with r > 0.71) with significant correlations, containing a total

of 670 distinct genes. Thus, it is not uncommon for substi-

tution rates to be repeatable at a scale shorter than the large

mutational blocks. It is also worth noting that the Gene

Ontology category for which this set of genes is most biased

is GO:0006355 regulation of transcription, DNA-dependent

(p = 0.002, hypergeometric statistics), similar to the GO

categories of genes with strong conservation and also

suggested by Schattner and Diekhans to contain genes under

selection. An Ontologizer analysis accounting for parent-

child inheritance similarly gave GO:0030528 transcription

regulator activity (p = 0.015) as one of the most overrepre-

sented categories.

Changes in Synonymous Substitution Rates Across

Species

By analyzing the repeatability of fourfold substitution

rates, we have shown that some underlying synonymous

selective pressures, and perhaps neutral processes, have

persisted across the mouse-rat-human phylogeny. In gen-

eral, such influences may change over time, which should

cause more diverged branches to have less repeatable

substitution rates. To explore how synonymous site influ-

ences have changed, we added dog to our set of species and

calculated normalized synonymous substitution rates for

6250 reciprocal best-hit orthologs along three lineages in

the phylogeny: human-dog (blue), rat-mouse (red), and the

lineage connecting the human-dog lineage to the rat-mouse

ancestor (green dashes). This phylogeny is shown in Fig. 1.

Base composition corrections were applied based on the

human sequence, the mouse sequence, and the human-dog

ancestor, respectively. The human-dog ancestor to the rat-

mouse ancestor branch was analyzed using the parsimony

criterion, i.e., we used only sites in which human and dog

agreed and in which rat and mouse agreed.

First, we found that fourfold substitution rates in the

dog-human lineage were still correlated with those in the

rat-mouse lineage (r = 0.23, p = 10�73), as shown in Fig. 5.

Thus, despite the approximately 65 million years since

these two branches were last connected, some selective

and/or neutral influences on the silent sites have persisted.

It is interesting to note that the central (green dashes)

branch is more similar to the other two (blue and red)

branches than those two are to each other. This greater

similarity of branches that are more closely related to each

other suggests a gradual change in the synonymous site

influences over time. In addition, we found that the central

branch was more similar to the dog-human branch

(r = 0.41, p = 10�125) than to the rat-mouse branch

(r = 0.28, p = 10�117), suggesting that the rodent substi-

tution patterns are nonancestral. These three rates are

plotted versus one another in Fig. 6.

To verify the robustness of these findings, we also tested

them via a maximum-likelihood rate inference without the

parsimony condition. We inferred rates using the TN93

mutation model, excluding all rates greater than unity to

remove the effect of outliers. We observed the same fea-

tures as in the normalized rate analysis: all the correlations

were significant; the more closely related branches had

Fig. 4 A highly correlated region on human chromosome 2 (top) and

another highly correlated region on mouse chromosome 9 (bottom).

In these regions, rates in the two lineages follow each other closely in

trend and magnitude, even though substitution rates differ signifi-

cantly from one gene to the next. This suggests that these genes’

synonymous substitution rates are a property of, at most, the few

hundred kilobases around and including each gene
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more similar substitution rates than the distant branches;

and the central branch was more similar to dog-human than

to rat-mouse (Fig. 5).

We next tested if substitution rates were repeatable

across even more distant clades, namely, mammals and

flies. Given the apparent importance of selective effects to

repeatability within the mammals, we reasoned that if

repeatability were observed across mammals and flies, it

would most likely be due to consistent silent site selective

pressures. We identified a set of 1953 reciprocal best-blast-

hit orthologs among rat, mouse, human, Drosophila mel-

anogaster, and Drosophila pseudobscura. The fly protein

and DNA sequences were downloaded from Flybase, and

new normalized substitution rates were calculated based on

sequence alignable among all five species. However, we

found that the substitution rate along the lineage connect-

ing the two flies was not repeatable with the mammalian

lineages. No correlation was apparent in a visual inspection

of the data, and the correlations of the fly rate with the rat-

mouse rate (r = 0.05, 1953 genes, p = 0.02) and with the

rodent-human rate (r = 0.04, p = 0.07) were both marginal.

This was not a data size issue, as correlations between the

rat-mouse and rodent-human lineages were still visible for

these genes (r = 0.16, p = 4.6 · 10�13). Thus, the several

hundred million years of divergence time from flies to

mammals appears to have been sufficiently long that fly

genes do not, in general, share the same synonymous

substitution influences as their mammalian counterparts.

This is despite the fact that flies also have regional muta-

tion biases (J. Chuang, unpublished).

Persistence of Neutral Mutation Rates

As mentioned previously, we observed a statistically sig-

nificant correlation (r = 0.09) between the rat-mouse and

rodent-human rates for genes with rrm � 0, which suggests

that persistent regional neutral mutation processes also

Fig. 5 Pearson correlations of synonymous substitution rates in three

mammalian lineages. Fourfold substitution rates in all three lineages

are significantly correlated with one another. The central (green

dashes) branch is more similar to both of the other two (blue and red)

branches than those two are to each other, suggesting a gradual

change in the synonymous site pressures over time. The central

branch is more similar to the human-dog branch than to the rat-mouse

branch, suggesting that the rodent substitution patterns are nonan-

cestral. These results are consistent for both the normalized method of

inferring rates with parsimony and for the TN93 maximum-likelihood

method without parsimony

Fig. 6 Pairwise plots of

synonymous substitution rates

in three mammalian lineages.

These graphs show the raw data

used to calculate the

correlations in Fig. 5.

Regression lines are shown in

blue
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contribute to the repeatability of mammalian synonymous

substitution rates. Given the small magnitude of the cor-

relation, it seemed worthwhile to test the generality of this

effect using the rat-mouse-human-dog phylogeny. In the

rat-mouse-human-dog phylogeny, we again found signifi-

cant substitution rate repeatability for genes with above-

average substitution rate (rhuman-dog � 0). The correlation

of the human-dog lineage with the rat-mouse lineage was

0.14 (3168 genes, p = 8.4 · 10�15). This supports the idea

that some regional neutral processes have persisted among

the mammals.

Discussion

We have performed a large-scale analysis of synonymous

sites in the mouse, rat, and human genomes, and our

findings indicate that synonymous site substitution rates are

repeatable in the lineages connecting the species. This is

the main conclusion of our work. We found it to be robust

to a number of different methods of inferring substitution

rates, including: a z-score rate with corrections for base

composition, a similar rate with CpG sites excluded, par-

simonious and nonparsimonious approaches, and maxi-

mum-likelihood inferences via the K80 and TN93 models.

We also observed repeatability of synonymous substitution

rates in the rat-mouse-human-dog phylogeny, supporting

the generality of our main conclusion. In the rat-mouse-

human-dog phylogeny, the repeatability was stronger for

branches in the phylogeny that are more closely related.

In an earlier study, Williams and Hurst (2002) reported a

negligible correlation (r2 = 0.002) in synonymous site

substitution rates between the branches mouse-rat and

human-cow (using 116 genes), arguing that previously

observed correlations had been artifacts of particular

mutation models. However, the Williams and Hurst con-

clusions are not generalizable beyond their small sample.

In our 70· larger dataset, we found the observed correla-

tions to be robust to multiple mutation models. Williams

and Hurst observed the weakest correlations for maximum-

likelihood rates inferred from fourfold sites using the

Tamura-Nei model (TN93), but in our dataset the rates

were very significantly correlated even for this model (p =

6.8 · 10�52). The correlations we observed were also

robust to sampling of different subsets of the genes. Similar

to the size of the Williams and Hurst study, we sampled

116 genes at a time and in each instance calculated the

correlation of their TN93 rates. We repeated this procedure

10,000 times. In only 2.006% of these cases did we find a

correlation less than or equal to what Williams and Hurst

observed. Thus, their conclusions were likely the result of

outlier effects from genes with high substitution rate or

analysis of a nonrepresentative dataset.

Recently, a number of groups have analyzed mammalian

transcripts for signs of purifying selection, with many posi-

tive indications (Chamary et al. 2006; Fairbrother et al. 2004;

Kudla et al. 2006; Parmley et al. 2006; Xing and Lee 2005).

Such selection appears to have been a palpable influence on

the repeatability we observed. Our findings indicate that the

genes that are likely to have been under purifying selection at

their synonymous sites—most notably those with ultracon-

served coding sequences, as well as genes with low substi-

tution rates in general—tend to have more repeatable rates

across the lineages. These genes with repeatable rates are

often regulatory genes, consistent with the conclusions of

Schattner and Diekhans (2006) that synonymous sites in

regulatory genes are more likely to be functional. An inter-

esting side note is that genes with low dN/dS also exhibit

strong rrm and rrod-hu correlation (5% of genes with lowest

CODEML dN/dS values, r = 0.44, p = 3.4 · 10�19), sug-

gesting that selection on amino acid sequence and selection

on silent sites may occur simultaneously.

Aside from the repeatability caused by purifying selec-

tion, do other influences also play a role? Repeatability at

above-average substitution rates is weaker than at low

substitution rates, suggesting that neutral processes have

not persisted as well as purifying selection pressures.

Nevertheless, the genes with above-average substitution

rates still have significantly correlated rates across species.

This suggests that neutral processes have persisted to some

extent across mouse, rat, human, and dog, which cover a

span of several tens of millions of years. Of course, this is

only an approximation to neutrality—a perfect dissection

of the selective and neutral influences on these genes would

require all selective pressures on synonymous sites to be

known, and at the moment this goal is still distant.

Undoubtedly the neutral processes in some regions will

have changed more than in others. For example, in an

analysis of 1-Mb segments of DNA aligned across chim-

panzee, human, mouse, and rat, the Chimpanzee

Sequencing and Analysis Consortium reported a specific

change in regional mutation rate from the hominids to the

murids (the elevated mutation/recombination rates of the

distal regions of hominid chromosomes were not observed

in the rodents), providing an example of a change that

could weaken the repeatability of neutral processes

(Chimpanzee Sequencing Consortium 2005). Interestingly,

the Chimpanzee Consortium reported an overall correlation

of the substitution rates in these blocks; unfortunately, the

bearing of this on neutral processes is not clear since these

blocks contain genes and other functional elements.

Divergence time is an important consideration in whether

neutral processes persist across species. Cooper et al. (2004)

provided qualitative evidence that mouse and rat neutral

mutation rates are similar to each other, and Smith et al.

(2002) reported that chimpanzee and human rates are
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correlated, with each group drawing their conclusions from

analyses of blocks of genomic DNA purged of most func-

tional sequence. Given the relatively short divergence times

in each of these cases, it is reasonable that the regional

mutation processes are similar; however, this begs the

question of how quickly neutral mutation rates change.

While our results suggest that regional neutral mutation

processes can persist for approximately 65 Myr, we have also

found that synonymous substitution rates are uncorrelated

among fly and the mammals, which provides a loose upper

bound of several hundred million years for rates to become

uncorrelated. We expect that further repeatability analyses in

other species will clarify how neutral mutation processes

change, and will hopefully lead to a better understanding of

what sequence features control regional mutation rates.
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